Decision Making Under Uncertainty:  The Expected Utility Model

Preliminaries

· Obvious point:  Life is complicated/textbooks are easy.  Most decisions in the real world aren’t anything like the ones you see in economics books.   Decision makers seldom have the kind of information about the environment and the consequences of the decision that we assume in simple models of decision making.  Uncertainty is everywhere and in this part of the course we’ll consider decision making in an uncertain environment.

· What do we want a theory of decision making under uncertainty to do?

· Describe some basis upon which we could decide what is a good decision and a bad decision--that is, formulate a “normative” theory. (Bad things happen to good people and good things happen to bad people.  You can’t always judge a decision by its outcome.)

· Accurately describe how people actually behave when confronted with uncertainty.  

· Explain how certain economic institutions (for example, insurance) might function to help decision makers cope with an uncertain environment.  

Describing an Uncertain Environment

We’ll begin by asking how to describe an uncertain environment

To illustrate 

· Suppose that you work for a toy company that is about to introduce a new product, Fleabee’s, and you believe that one of two things will happen;  

· Fleabee’s sell $10 million (prob=.25)

· Fleabee’s sell $1 million (prob=.75)

Ways of Describing Objective Outcomes: Trees
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Ways of Describing Objective Outcomes: Probability Distributions

· In many cases it may be unrealistic to suppose that there are only a finite number of outcomes and that you can assign a probability to each event.

· For example, you might think that the revenues from Fleabee could be anything between $1 million  and $15 million.

· A probability distribution is a good way of describing such an environment.  What a probability distribution tells you is the odds that the variable will be at least some amount.  

· Formally, let R be the amount that is actually earned. The probablility of getting no more than X  is given by the function P(x) [i.e., Pr (R<=X) =P(x) ]

· As an example, one of the simplest probability distributions is the “uniform”. We’ll let your stat teacher worry about precise definitions, but essentially a uniform distribution describes an environment where each outcome is as likely to happen as any other (i.e., you’re as likely to make $15 million as you are to make $5 million or $1 million).  In such an environment, the chances of making at least $8 million (half way between $1 million and $15 million) are 50%.  

Ways of Describing Objective Outcomes: Characteristics of Distributions (or Statistics) 

·  Formally, a “statistic” is some mathematical function of a set of observations drawn from the same probability distribution

· For example, if the company introduced 100,000 toys that were similar to Fleabee, with the odds of success as defined by the decision tree (and if we assume that the chance of one toy being successful doesn’t not depend on whether another toy was successful) then we would expect that something very close to 25,000 of these would be big winners and 75,000 would be mediocre.  Thus, average revenue per introduction would be 

[25,000x10 + 75,000x1]/100,000 = $3.25 million

·  Note:  At this point, the language of statistics gets a bit tricky in ways that really don’t concern us here.  However, you should be aware that when you read or listen to statistical analysis, the terms being used (such as “sample” and “population”) have very precise meanings. 

· The Expected Value is a characteristic of a probability distribution (statisticians would say it is the “first moment”) that essentially captures the average
· Formally, EV=PiXI, where Pi and Xi, represent the probability of event Xi

· EV=.25x$10+.75x$1 = $3.25 million

· Variance is another characteristic of a probability distribution that measures dispersion (roughly, how far the actually outcome is off from the mean

· Variance = Pj(Xj – EV)2
· Variance = .25x(10-3.25)2 + .75x(1-3.25)2 = 15.91
· So far we’ve talked about how to describe an uncertain environment, now we’ve got to think about how to characterize the attitudes of an individual about uncertainty.

· Part of the point here is that simply understanding the environment doesn’t tell you how to function in that environment.  To see this consider the following        

The St.Petersburg Paradox

· Make a bet, $B

· Continue flipping a fair coin until it turns up tails.

· Payoff: $2h, where h is the number of heads in a row.  

Example

	# of Heads
	Probability
	Payoff
	PayoffxPr

	0
	0.5
	$   2.00
	$     1.00

	1
	0.25
	$   4.00
	$     1.00

	2
	0.125
	$   8.00
	$     1.00

	3
	0.0625
	$ 16.00
	$     1.00

	4
	0.03125
	$ 32.00
	$     1.00


Expected Value of the Game

· Infinite (for example, 37 heads in a row would win about $137 billion—making you much wealthier than Bill Gates).

· Why not pay an infinite amount to play?

· The game has an infinite variance

Measuring Attitudes Towards Risk 

· Imagine that you have had two job interviews and that 

· The first interview was for a job that would pay $100,000.  You didn’t get an offer but you think there is a 60% chance that you will  (Expected payoff = $100,000x.6=$60,000)
· At the end of the second interview you were offered $50,000 take it or leave it.  (Expected payoff = $50,000)

· You have no other prospects

· Conclusion:  Who knows?  But clearly if the sure thing offered a salary of $0, you wouldn’t take it, and if the sure thing offered a salary of $100,000, you would take it.  This must mean that there is some job offering a certain salary between 0 and $100,000 about which you are indifferent between it and the gamble.  

Definitions

· Certainty Equivalent:  The amount of money that makes an individual indifferent between a risky proposition and that sum.  

· Risk premium:  The difference between the certainty equivalent and the expected value

· In the previous example, if you were indifferent between the two options, your risk premium would be $10,000.

· In principle, risk premium can be positive or negative, which leads to the following ways of describing attitudes towards risk

· Risk averse:  Any individual for whom risk premium are positive

· Risk seeking:  Any individual for whom risk premium are negative

· Risk neutral: Any individual for whom risk premium are zero.

· Risk premium (or it’s economic twin, certainty equivalents) can be used to compare how different individuals feel about risk or how one individual’s attitude towards risk changes as other things change.

· If, when confronted the uncertain job, Simon’s risk premium is $10,000 and Garfunkel’s risk premium is $15,000, Simon is less risk averse than Garfunkel.

· If, when raising Simon’s net worth from $500 to $500 million caused his risk premium to go down, we would say his preferences are characterized by decreasing absolute risk aversion.

· An interesting thing to speculate about is how your attitude towards risk changes as your status in life changes.  For instance, as your wealth goes up, do you become less risk averse.  (i.e., would your risk premium for a given gamble get smaller as you got richer?)  

Valuing Outcomes:  Expected Utility

· If you’re unsatisfied with what we’ve done so far, that just means you’ve been paying attention.  All of these characterizations and categorizations barely give us the outlines of a model, let alone a model that does all the good things we want done.  But now we’ll write out a more careful way of describing behavior and then see if it can capture some of the behavior we’ve hinted at above.  Begin with the notion of 

· Utility function, written U(Xi), measure the utility (aka happiness) that you get from outcome Xi .  These outcomes don’t have to be monetary but if they are, then it makes sense to talk about 

· Marginal Utility:  The extra utility obtained from some good

· Diminishing Marginal Utility:  The tendency for MU to decline as you get more of the good

Example

	Salary
	Utility
	Marginal Utility (per $25 k)

	$0
	0
	

	$25,000
	10
	10

	$50,000
	18
	8

	$75,000
	24
	6

	$100,000
	28
	4


· Now once a utility function is in place, we see that a distribution of outcomes results in a distribution of utilities and hence the ability to calculate expected utility.  Formally, with a finite number of possibilities, each of which has a known probability, expected utility is just EU=Pi U(Xi)

· So from the job example, the uncertain prospect with an expected value of $60,000 has an expected utility of .4x0+.6*28=16.8

· The expected utility model assumes that individuals who make choices over uncertain prospects behave as if they were trying to maximize some expected utility function.  (Notice, by the way, there is not a claim that people are consciously aware of this behavior.  They choose as if  expected utility mattered.)  

The Expected Utility Model F.A.Q’s

If true, this is an amazing result.  It means that we can describe really complex human behavior with a really simple equation.  Before celebrating our good luck, we should ask a series of hard questions about the expected utility model.  Such as:

· Can the model measure risk aversion?

· Does the model give us a sensible way of saying when one situation is more risky than another? 

· Does the model make sense in situations where the probability distribution isn’t known?

· Does the model tell us how sensible people should make decisions involving risk?

Can the model describe attitudes towards risk?

· If this simple equation can’t reflect the kind of phenomona we’ve already talked about—different attitudes towards risk—then there’s no reason to go on.

· The expected utility model actually does quite well.  The mathematics aren’t worth proving formally here, but it turns out that (at least for utility functions that rank monetary outcomes) you can 

· Always find a certainty equivalent (and hence a risk premium).  (I’ll ask you in class how this would be formally defined.)
· If the individual’s preferences are characterized by diminishing marginal utility (this means, by the way, that the utility function has a concave shape) then the individual will be risk averse.  (There is actually a very sensible intuitive explanation as to why.  I’ll ask abou this as well)  

· If the individual’s preferences are characterized by constant marginal utility (the utility function is linear), then the individual will be risk neutral.

· If the individual’s preferences are characterized by increasing marginal utility (the utility function is convex), then the individual will be risk seeker.

· You can also find specific types of utility functions that describe things like risk aversion that increases or decreases with wealth.    

Can the model help us decide when one situation riskier than another?

An Example

· Imagine three investments 

· The first investment pays $2000 if it succeeds and costs you $1000 if it fails.  The chance of success is ½.

· The second investment pays $2000 if it succeeds and costs you $10,000 if it fails.  The chance of success is 7/8.

· The third investment pays $20,000 if it succeeds and costs you $1,000 if it fails.  The chance of success is 1/14.

· The really interesting question is how to compare the first investment with the other two. 

· Notice that the expected value of each of these investments is $500.  

· The second investment seems “scarier” (notice I haven’t yet said “riskier”) than the first because you’ve got more to lose.

· The third investment might also be viewed as more sporting than the first since it offers a higher upside, but with a higher probability of losing at least $1000. 

· What we’re really working towards here is a sensible way of saying that one situation is “riskier” than another.  

· The notion of “risk averse” and “risk premium” give us a very natural definition.  If we were to make a statement like “investment 1 is the least ‘risky’ of the three”, it would make sense to interpret that statement as meaning

· When given a choice, any investor who is averse to risk (in the exact sense we defined previously) should pick the first investment over the others.

· For any risk averse investor, the risk premium for the first investment is less than the risk premium for the others.  

· It turns out that risk averse individuals whose choices are consistent with the expected utility model behave in exactly that way.  

· In fact, the way we identify “riskier” in the eyes of those whose choices are consistent with the expected utility model has a beautifully appealing interpretation

· In it’s most general expression the definition of “riskier” is a bit more mathematically complex than we need to bother with here (although it’s not that tough and if your curious I’ll explain it to you and give you some references.)  

· But in the “everyday” sense of the word, a riskier proposition is just one with a higher variance.  Most of you have now taken at least one finance class and so you understand that variance (aka volatility) is how people in the real world try to capture risk.  

Major Complication:  Objective and Subjective Probability

· Many (though maybe not all) of the things we think about as “gambles” have known or knowable odds (more precisely, have known or knowable distributions).  For example, you know that a fair coin has a 50-50 chance of landing heads.   Call this objective uncertainty.
· In other environments, however, the distribution may not be knowable.  For example, the toy company has no idea even of the odds of whether the toy will succeed. Call this subjective uncertainty.
· Whether this distinction between objective probability and subjective probability matters is something about which a number of people have given considerable thought.  As an example, consider two gambles involving a container containing 300 red, green and blue balls.  One ball will be picked at random and if it is Red is worth $100, Blue is worth $25 and Green is worth $0. 

· For the first gamble you are told that the container holds 100 of each color.

· For the second gamble you are told only that the container holds 100 red balls (the other 200 balls are some mixture of green and blue.)

· On the one hand, maybe it doesn’t matter since most of us would say that without any added information, we will assume that there are 100 blue and green.

· But doesn’t the added information about the real probabilities have some impact?  

· In other words, it would seem as if the expected utility model says that it doesn’t matter where you get your probabilities from.  (i.e., being told that the odds of green and blue are 1/3 each is as good as guessing that is true.)   

One can even imagine an even more radical state of ignorance in which the decision maker doesn’t even know the range of possibilities (let alone the probabilities assigned to the known possibilities).

 Does the Expected Utility Model Tell Us How People Should Make Decisions?

· This is a tricky question since we really need to figure out two things

· Whether it is possible to make a distinction between those decisions that are consistent with the expected utility model and those decisions that aren’t?

· If so, are those decisions consistent with the model in some sense “better” than those that aren’t?

· The answer to the first question is yes.  There is an important theorem proving that your behavior will be consistent with expected utility maximization if your evaluation of risky situations follows these five rules.

· You are always able to rank two gambles.  (Remember, this doesn’t mean you always have to prefer one gamble over another.  You can say “I don’t care”, you just can’t say “I don’t know.)

· You are not fooled by “compound gambles”.  (Classroom demonstration will follow.)

· Your choices are consistent (a.k.a., transitive).  If you like gamble A more than B and you like B more than C, then you should like A more than C.

· Continuity.  What this says is that you are “sufficiently sensitive to probabilities” so that by adjusting the probabilities of a gamble I can guarantee that you will prefer one gamble over another.
Independence (aka substitution).  Suppose you like one gamble (call it Gamble A) more than another gamble (call it Gamble B).  Now take anything else (call it C) and make up a compound gamble with A and C and another compound gamble with B and C (giving C the same odds in each).  Then you will like the gamble with A more than the gamble with B.  (In other words, introducing the chance of winning C doesn’t change your view of A and B). 

Framing Effects

· It turns out that the manner in which a decision maker is forced to make a choice matters (If time permits, I’m going to ask you to work through one or two of these in class and so I don’t want to give away the example here).  

· In one sense, the expected utility model can handle some of these framing issues by being extremely careful with how the decision is posed.  But framing is actually a real challenge to the model.  

(The “Allais Paradox”)

· This page is left intentionally blank because if time permits, I’ll ask you to work through an example of this in class.  The point of the example will be to show how the expected utility model may fail to accuratly describe some aspects of choice under uncertainty.  

Conclusions:  Does the Expected Utility Model Describe the Way Sensible People Make Decisions?

· Framing effects really don’t seem to make sense, at least not if all they describe are a kind of confusion (the Asian disease problem).  If people are fooled by framing effects, they would do well avoid them.  

· Certainty effects and overweighting of small probabilities might also seem like a bad idea—at least in so far as they contradict other seemingly sensible ways of behaving.

· The model also seems to indicate that most people, most of the time, are risk averse.  Does this also make sense?

Some Circumstances Where The Model Might Misstate the Way People Do (or Ought to) Behave.

·  Suppose you are given the choice between $0 for sure and a gamble involving a 1/1000 chance of winning $1 million and a 999/1000 chance of losing $1000.

· Now imagine your choice is to buy a $1000 insurance policy that will pay for the loss of your $1 million dollar house (probability of loss = 1/1000)

· Or your choice is to buy a $1000 insurance policy that will pay $1 million in the event of your death.  (probability of loss = 1/1000)

· These are three different events but they seem to involve the same gamble.  They illustrate the possibility of state dependent utility.  

· Suppose I tell you that in one year, you will receive a performance review that will determine whether you will be given a $10,000 bonus.  Suppose you figure the chance of a bonus is 60%.

· Now suppose I tell you that in 3 minutes I will announce whether our not you are going to be made a partner in your firm.  Your share of the partnership profits will be $10,000 and will be paid in one year (probability of being partner is 60%).

These appear to be the same gamble, but they are not.  The difference is the temporal resolution

